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1 RELAXATION LABELING

SOLVERS OBJECTIVE

FUNCTION

Here we prove that the Type 1 RL optimization pro-

cess is aimed at finding a solution that maximizes

the (twice) sum of compatibilities between adjacent

pieces when considered in the space of feasible per-

mutation solutions. The Type 2 proof follows directly

the Type 1 one and is thus omitted.

Theorem 1. Let p̄ be a labeling obtained from the

Type 1 (standard) RL process. In case p̄ is a permu-

tation matrix, the average local consistency A( p̄, q̄) is

twice the sum of compatibilities between neighboring

pieces on the puzzle grid, in the solution represented

by permutation p̄.

Proof. Following the definition of the average local

consistency and the support functions we write:

A(p̄, q̄) =
n

∑
i=1

m

∑
λ=1

pi(λ)qi(λ) =

m

∑
λ=1

n

∑
i=1

pi(λ)
m

∑
µ=1

n

∑
j=1

p j(µ)ri j(λ,µ) .

(1)

Since p̄ is a permutation labeling, for each λ there ex-

ists exactly one bi for which pi(λ) = 1 (while p j(λ) =
0, ∀ j ̸= i). Let a(λ) be this piece for each λ, meaning

that a(λ) is placed at position λ. Thus the above term

becomes
m

∑
λ=1

pa(λ)(λ)
m

∑
µ=1

pa(µ)(µ)ra(λ),a(µ)(λ,µ) =

m

∑
λ=1

m

∑
µ=1

ra(λ),a(µ)(λ,µ)

. (2)

According to the definition of the compatibility

coefficients (Eq. 7 in the main paper), ri j(λ,µ) is non-

zero only if λ,µ are neighboring positions (two such

positions are noted by λ ∼ µ), hence the above term

can be rewritten as

∑
λ,µ:λ∼µ

ra(λ),a(µ)(λ,µ) =

∑
λ,µ:λ∼µ

C(a(λ),a(µ),R(λ,µ)) ,
(3)

where R(λ,µ) is the neighboring relation between po-

sitions λ and µ. The second derivation stems from

p̄ being a permutation labeling, so for each λ,µ such

that λ ̸= µ (and in particular for each λ ∼ µ) it holds

that a(λ) ̸= a(µ).
The last term is a summation of piece compatibil-

ity scores between neighboring pieces such that each

neighboring relation is counted twice, which proves

the theorem.

2 IMPLEMENTATION DETAILS

2.1 Multi-Phase RL Puzzle Solvers

We note few implementation details which were not

mentioned in the main paper. If the α anchoring

threshold is simultaneously met by more than one

combination of piece bi and position λ we sort all rel-

evant combinations using 3 criteria: (1) We first pri-

oritize candidate combinations by the number of best

buddies (Pomeranz et al., 2011) to the previously an-

chored block. (2) If more than one candidate com-

bination meets a maximum number, we sort them by

the sum of their compatibility scores with neighbor-

ing pieces in the block. (3) If this still leaves more

than one plausible combination, we select the one

with maximal pi(λ) value.

The algorithm stops if all pieces have been an-

chored or if it reached a time-out condition, which



may happen if it takes too long to complete n phases.

The time-out condition is the maximum number of

total RL iterations, set to 3n and 6n for Type 1 and 2

solvers, respectively. If time-out is reached, anchor-

ing is applied for all non-anchored pieces by the order

of their labeling values pi(λ).
In case the RL process converges to a consis-

tent labeling during some phase but without meeting

the threshold criterion, we anchor the highest non-

anchored entry. Additionally, in the final phases it is

possible that the denominator of the update rule (Eq. 4

in the paper) is zeroed for some objects (when the re-

maining relevant compatibilities are all zero). In such

cases we simply do not update the labeling values for

these objects.

2.2 Piece Compatibility Measure

We apply a further simplification to the piece com-

patibility measure for Type 2 puzzles. Since constant

pieces are (by definition) identical in all four orienta-

tions, we simplify the piece compatibility for Type 2

puzzles by “keeping” only a single orientation θ (i.e.,

C(θ1(bi),θ2(b j),R) is zeroed if bi is a constant piece

and θ1 ̸= θ, or if b j is a constant piece and θ2 ̸= θ).

As the last two steps of the compatibility computa-

tion, we symmetrize the compatibility values to guar-

antee symmetric compatibility coefficients:

C′(bi,b j,R) =
C(bi,b j,R)+C(b j,bi,R

′)

2
, (4)

where R′ is the spatial relation opposite to R, and fi-

nally zero all the compatibility values smaller than

10−8.

3 FULL EXPERIMENTAL

RESULTS

Figures 1-4 show the results of our Type 1 solver

on all 20 puzzles from the MIT data set (Cho et al.,

2010), including direct comparison (DC) and neigh-

bor comparison (NC) scores (Cho et al., 2010) for

each puzzle. As mentioned in Section 4 in the main

paper, our solvers are non-deterministic for puzzles

with constant pieces. For this reason we run the solver

for each such puzzle 10 times, and report average per-

formance scores. Figure 4 demonstrates the results

obtained for such Type 1 puzzles in the MIT data

set. Specifically, it shows the best and worst result

obtained for the five (out of 20) puzzles that contain

constant pieces in the MIT data set, and also reports

the best, worst and average DC and NC scores.

Figures 5-9 show Type 1 Solver results for the

McGill data set (Pomeranz et al., 2011). Figure 9 in

particular shows the results for the two puzzles that

contain constant pieces in this data set.

Finally, Figures 10-13 and 14-18 demonstrate our

Type 2 results for the MIT and McGill data sets (re-

spectively). Reconstructions are shown after rotat-

ing them to the rotation that achieves the highest DC

score.
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Puzzle Solver solution Ground truth

(a) Image 3: 100% DC, 100% NC.

(b) Image 5: 98.8% DC, 98.5% NC.

(c) Image 6: 100% DC, 100% NC.

(d) Image 7: 100% DC, 100% NC.

(e) Image 8: 100% DC, 100% NC.

Figure 1: Type 1 solver results for puzzles formed from images 3, 5, 6, 7 and 8 in the MIT data set (Cho et al., 2010). Input
puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 9: 100% DC, 100% NC.

(b) Image 10: 100% DC, 100% NC.

(c) Image 11: 100% DC, 100% NC.

(d) Image 12: 92.8% DC, 96.2% NC.

(e) Image 14: 100% DC, 100% NC.

Figure 2: Type 1 solver results for puzzles formed from images 9, 10, 11, 12 and 14 in the MIT data set (Cho et al., 2010).
Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 16: 100% DC, 100% NC.

(b) Image 17: 100% DC, 100% NC.

(c) Image 18: 100% DC, 100% NC.

(d) Image 19: 100% DC, 100% NC.

(e) Image 20: 100% DC, 100% NC.

Figure 3: Type 1 solver results for puzzles formed from images 16, 17, 18, 19 and 20 in the MIT data set (Cho et al., 2010).
Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Best solver solution Worst solver solution Ground truth

(a) Image 1. Best result: 88.7% DC, 86.4% NC. Worst result: 88% DC, 85.3% NC. Average result: 88.1% DC, 85.6 % NC.

(b) Image 2. Best result: 82.9% DC, 81.9% NC. Worst result: 81.9% DC, 80.3% NC. Average result: 82.9% DC, 81.4% NC.

(c) Image 4. Best result: 66.4% DC, 64.7% NC. Worst result: 65.7% DC, 64.4% NC. Average result: 66% DC, 64.5% NC.

(d) Image 13. Best result: 90.3% DC, 89.1% NC. Worst result: 89.1% DC, 87.7% NC. Average result: 89.7% DC, 88.6% NC.

(e) Image 15. Best result: 96.1% DC, 95.3% NC. Worst result: 88.9% DC, 90.9% NC. Average result: 92.1% DC, 92.9% NC.

Figure 4: Type 1 solver results for puzzles formed from images 1, 2, 4, 13 and 15 in the MIT data set (Cho et al., 2010).
All puzzles contain constant white pieces, and each puzzle was solved 10 times as our solver is non-deterministic for puzzles
with constant pieces. We show the best and worst reconstructions (in terms of NC) among the 10 runs for each such puzzle.
An input puzzle, RL solver best result, RL solver worst result and ground truth image are shown left to right in each row.
Importantly, some solutions appear visually perfect but suffer from low performance scores due to wrong internal ordering of
constant pieces.



Puzzle Solver solution Ground truth

(a) Image 1: 94.8% DC, 98.5% NC.

(b) Image 3: 0.4% DC, 61% NC.

(c) Image 4: 100% DC, 100% NC.

(d) Image 5: 6.3% DC, 85% NC.

(e) Image 6: 43% DC, 86.4% NC.

Figure 5: Type 1 solver results for puzzles formed from images 1, 3, 4, 5, and 6 in the McGill data set (Pomeranz et al., 2011).
Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 7: 100% DC, 100% NC.

(b) Image 8: 45.2% DC, 65.5% NC.

(c) Image 9: 0% DC, 75.3% NC.

(d) Image 10: 50% DC, 84.8% NC.

(e) Image 11: 100% DC, 100% NC.

Figure 6: Type 1 solver results for puzzles formed from images 7, 8, 9, 10, and 11 in the McGill data set (Pomeranz et al.,
2011). Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 13: 100% DC, 100% NC.

(b) Image 14: 100% DC, 100% NC.

(c) Image 15: 100% DC, 100% NC.

(d) Image 16: 98.5% DC, 98.3% NC.

(e) Image 17: 0% DC, 62.1% NC.

Figure 7: Type 1 solver results for puzzles formed from images 13, 14, 15, 16 and 17 in the McGill data set (Pomeranz et al.,
2011). Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 18: 0% DC, 70.8% NC.

(b) Image 19: 94.8% DC, 98.2% NC.

(c) Image 20: 85.2% DC, 97.3% NC.

Figure 8: Type 1 solver results for puzzles formed from images 18, 19 and 20 in the McGill data set (Pomeranz et al., 2011).
Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Best solver solution Worst solver solution Ground truth

(a) Image 2. Best result: 89.6% DC, 91% NC. Worst result: 80.4% DC, 85.6% NC. Average result: 87.7% DC, 89.4% NC.

(b) Image 12. Best result: 52.4% DC, 83.5% NC. Worst result: 51.9% DC, 83.1% NC. Average result: 52% DC, 83.4% NC.

Figure 9: Type 1 solver results for puzzles formed from images 1 and 12 in the McGill data set (Pomeranz et al., 2011). All
puzzles contain constant white pieces, and each puzzle was solved 10 times as our solver is non-deterministic for puzzles with
constant pieces. We show the best and worst reconstructions (in terms of NC) among the 10 runs for each such puzzle. An
input puzzle, RL solver best result, RL solver worst result and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 3: 99.8% DC, 99.5% NC.

(b) Image 5: 98.6% DC, 98.1% NC.

(c) Image 6: 97% DC, 96.1% NC.

(d) Image 7: 99.8% DC, 99.5% NC.

(e) Image 8: 100% DC, 100% NC.

Figure 10: Type 2 solver results for puzzles formed from images 3, 5, 6, 7 and 8 in the MIT data set (Cho et al., 2010). Input
puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 9: 99.1% DC, 98.3% NC.

(b) Image 10: 99.8% DC, 99.5% NC.

(c) Image 11: 100% DC, 100% NC.

(d) Image 12: 99.8% DC, 99.5% NC.

(e) Image 14: 100% DC, 100% NC.

Figure 11: Type 2 solver results for puzzles formed from images 9, 10, 11, 12 and 14 in the MIT data set (Cho et al., 2010).
Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 16: 0% DC, 92% NC.

(b) Image 17: 100% DC, 100% NC.

(c) Image 18: 99.8% DC, 99.5% NC.

(d) Image 19: 100% DC, 100% NC.

(e) Image 20: 99.3% DC, 98.5% NC.

Figure 12: Type 2 solver results for puzzles formed from images 16, 17, 18, 19 and 20 in the MIT data set (Cho et al., 2010).
Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Best solver solution Worst solver solution Ground truth

(a) Image 1. Best result: 83.3% DC, 82.6% NC. Worst result: 0% DC, 68.6% NC. Average result: 56.2% DC, 77.7% NC.

(b) Image 2. Best result: 82.9% DC, 81.4% NC. Worst result: 74.8% DC, 78% NC. Average result: 81.1% DC, 80.3% NC.

(c) Image 4. Best result: 65.5% DC, 64.1% NC. Worst result: 0% DC, 56.7% NC. Average result: 58.1% DC, 62.9% NC.

(d) Image 13. Best result: 87.7% DC, 86.3% NC. Worst result: 0% DC, 79.3% NC. Average result: 61% DC, 83.9% NC.

(e) Image 15. Best result: 95.1% DC, 94% NC. Worst result: 88% DC, 87.8% NC. Average result: 93% DC, 91.8% NC.

Figure 13: Type 2 solver results for puzzles formed from images 1, 2, 4, 13 and 15 in the MIT data set (Cho et al., 2010).
All puzzles contain constant white pieces, and each puzzle was solved 10 times as our solver is non-deterministic for puzzles
with constant pieces. We show the best and worst reconstructions (in terms of NC) among the 10 runs for each such puzzle.
An input puzzle, RL solver best result, RL solver worst result and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 1: 79.4% DC, 86.3% NC.

(b) Image 3: 0% DC, 55% NC.

(c) Image 4: 0% DC, 79% NC.

(d) Image 5: 0% DC, 66.7% NC.

(e) Image 6: 0% DC, 68.5% NC.

Figure 14: Type 2 solver results for puzzles formed from images 1, 3, 4, 5, and 6 in the McGill data set (Pomeranz et al.,
2011). Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 7: 99.8% DC, 99.6% NC.

(b) Image 8: 0% DC, 57.4% NC.

(c) Image 9: 0% DC, 79.5% NC.

(d) Image 10: 0% DC, 72.6% NC.

(e) Image 11: 0% DC, 85.7% NC.

Figure 15: Type 2 solver results for puzzles formed from images 7, 8, 9, 10, and 11 in the McGill data set (Pomeranz et al.,
2011). Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 13: 88.1% DC, 91.6% NC.

(b) Image 14: 10% DC, 92.1% NC.

(c) Image 15: 96.3% DC, 98.4% NC.

(d) Image 16: 95.6% DC, 97.9% NC.

(e) Image 17: 0% DC, 54.1% NC.

Figure 16: Type 2 solver results for puzzles formed from images 13, 14, 15, 16 and 17 in the McGill data set (Pomeranz et al.,
2011). Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Solver solution Ground truth

(a) Image 18: 0% DC, 65.4% NC.

(b) Image 19: 0% DC, 75.7% NC.

(c) Image 20: 0% DC, 79.8% NC.

Figure 17: Type 2 solver results for puzzles formed from images 18, 19 and 20 in the McGill data set (Pomeranz et al., 2011).
Input puzzle, RL solver result, and ground truth image are shown left to right in each row.



Puzzle Best solver solution Worst solver solution Ground truth

(a) Image 2. Best result: 1.1% DC, 76.2% NC. Worst result: 0% DC, 67.4% NC. Average result: 0.5% DC, 72.9% NC.

(b) Image 12. Best result: 80.7% DC, 87.2% NC. Worst result: 0% DC, 71.7% NC. Average result: 45.4% DC, 81.5% NC.

Figure 18: Type 2 solver results for puzzles formed from images 1 and 12 in the McGill data set (Pomeranz et al., 2011). All
puzzles contain constant white pieces, and each puzzle was solved 10 times as our solver is non-deterministic for puzzles with
constant pieces. We show the best and worst reconstructions (in terms of NC) among the 10 runs for each such puzzle. An
input puzzle, RL solver best result, RL solver worst result and ground truth image are shown left to right in each row.


